
TensorFlow  
Learning Machine Learning 



Why Learn Machine Learning? 
1. WWW - Internet 

2. Android / iOS - Mobile (Wearable) 

3. TensorFlow / PyTorch - ML in every program. 

 

 

Movie Example of ML. 

 

http://www.youtube.com/watch?v=YFAvMrWt8vk


Star Trek vs AI 



Empirical vs Declarative vs AI Programming - Run 

http://www.youtube.com/watch?v=gn4nRCC9TwQ


Self Driving Car 



CNN Playing Pong 



Trained CNN with RNN 



What is Machine Learning 
Artificial Intelligence(AI) — The field was founded on the claim that human intelligence “can 

be so precisely described that a machine can be made to simulate it”.  

Machine Learning(ML) — is the scientific study of algorithms and statistical models that 

computer systems use in order to perform a specific task effectively without using explicit 

instructions, relying on patterns and inference instead. ML is used in AI. 

Deep Learning(DL) — (deep structured learning or hierarchical learning) is part of a broader 

family of machine learning methods based on artificial neural networks. Learning can be 

supervised, semi-supervised or unsupervised. DL is one form of ML using ANN. 

Artificial Neural Nets(ANN) — based on a collection of connected units or nodes called 

artificial neurons, which loosely model the neurons in a biological brain. 

 



Three (3) ways to solve a problem 
1. Solve with a mathematical equation 

2. Transformations: translate to new domain, solve, translate back. 

3. Guess the solution and compute the distance (error function) 

So we need an “Error Function” to determine when our solution is getting 

better. 



Supervised Learning 
Supervised learning is the machine learning task of learning a function that 

maps an input to an output based on example input-output pairs.  

In supervised learning, each example is a pair consisting of an input object 

(typically a vector) and a desired output value (also called the supervisory 

signal).  

A supervised learning algorithm analyzes the training data and produces an 

inferred function, which can be used for mapping new examples. 

- wikipedia 



Supervised Machine Learning in Simplest Terms 



Feature Engineering / Synthetic Features 



Training Set @ Kaggle.com 



Training Set   /   Validation Set   /   Test Set 



Training Error & Testing Error 
A machine learning model aims to make good predictions on new, previously 

unseen data. But if you are building a model from your data set, how would 

you get the previously unseen data? Well, one way is to divide your data set 

into two subsets: 

 

Training Set—a subset to train a model. 

Test Set—a subset to test the model. 

 



Loss Function vs Accuracy 
Entropy Loss Function: Is the error in the model. The loss is calculated on 

training (training loss) and validation (validation loss) and its interpretation is 

how well the model is doing for these two sets. 

Accuracy: The percentage of wrong / right. Is determined after the model 

parameters are learned and fixed. 

→ Split your data into training (training loss), testing (testing loss) and validation (validation loss) is an art 

and needs experience. But 77/18/5 is indeed a good starting point. ←  



Building a Loss Function with LNN 
We will use a Layered Neural Network to build a system of equations to 

generate a model. Basic Layered Neural Network (LNN) — You can think of a 

LNN as a series of layers of nodes which have “activation energy”. The first 

layer are the inputs (Features). The middle layers are the “compute nodes” 

and the last layer is the output(Labels). 

Each “neuron” in a neural network does a weighted sum of all of its inputs, 

adds a constant called the “bias” and then feeds the result through some non-

linear activation function. We will be using Relu activation function. 

 

 

 



Training Neural Network 



Components of a Model Layer of Neural Network 
A set of nodes, analogous to neurons, organized in layers. 

A set of weights representing the connections between each neural network 

layer and the layer beneath it. The layer beneath may be another neural 

network layer, or some other kind of layer. 

A set of biases, one for each node. 

An activation function that transforms the output of each node in a layer. 

Different layers may have different activation functions. 

 



Supervised Learning Error 

Use the cross entropy function 

between the actual probabilities 

“hot-one” encoded and computed 

properties. 

Producing a Gradient Decent that 

minimize the distance between 

these two vectors. 

 

 



Reducing Loss with Supervised Learning 

the derivative measures the slope of the tangent line 



Choose the Correct Learning Rate 



Review Machine Learning Terms ... 
● Features: is an individual measurable property being observed. 

● Labels: possible output / classification 

● Layor: The layers are made of nodes*  

● Node: computational unit made of weights and biases 

● Training: means creating or learning the model. 

● Inference: means applying the trained model to unlabeled examples 

● Regression model: predicts continuous values 

● Classification model: predicts discrete values 

*logits layer is popularly used for the last neuron layer of neural networks used for classification 

tasks, which produce raw prediction values as real numbers ranging from +/- infinity. 



SoftMax Explained (Martin Görner @ Google) 



Hyper Parameters 
For us to find the best model we need to set these parameters: 

● Learning rate: how much we change the weights in the optimization. 

● Epochs: number of pass through the neural network. 

● Batch size: size of the input 

● Activation function: the function used to turn on the neuron. ReLue. 

● Hidden layers: increase the number of degrees of freedom in the model 

● Weight initialization: random small numbers uniformly distribution. 

● Dropout: remove certain neurons to avoid overfitting. 



Playing with TensorFlow Playground 





TensorFlow Calculates the Gradient in a Black Box 



Stochastic Gradient Descent / Mini-Batch 
By choosing examples at random from our data set, we could estimate (albeit, 

noisily) a big average from a much smaller one. Stochastic* gradient descent 

(SGD) takes this idea to the extreme--it uses only a single example (a batch 

size of 1) per iteration.  

Mini-batch stochastic gradient descent (mini-batch SGD) is a compromise 

between full-batch iteration and SGD. A mini-batch is typically between 10 and 

1,000 examples, chosen at random. Mini-batch SGD reduces the amount of 

noise in SGD but is still more efficient than full-batch. 

*The term "stochastic" indicates that the one example comprising each batch is chosen at random. 

 

 

 



Gradient Descent on Solution Space (W & b) 



Training with … Partial Differential Equations 
Our error function needs to know which direction to travel. Should it make the 

values (weights & biases) higher or lowers? The gradient vector is used to 

determine the direction of the optimization. This gradient is the vector of all 

the partial differential functions relative to the equations of the labels. 

To understand the Gradient Descent Optimizer we need to understand partial 

differential equation (PDE) at a high level. 

In mathematics, a partial differential equation (PDE) is a differential equation 

that contains unknown multivariable functions and their partial derivatives. 

 



Partial Derivative 



Visualize the gradient 

Images credit: Alec Radford. 

https://twitter.com/alecrad


Computer … Solve this PDE 
1. Numerical: it uses the definition of the derivative (lim) to approximate 

the result. This is what you learned in school. 

2. Symbolic: manipulation of mathematical expressions 

3. Automatic: repeatedly using the chain rule to break down the 

expression and use simple rules to obtain the result. 

 

TensorFlow uses reverse mode automatic differentiation. Reverse mode 

automatic differentiation lets you calculate gradients much more efficiently 

than forward mode automatic differentiation. 



Automatic Differentiation 
Definition: Automatic, or algorithmic, differentiation (AD) is a chain rule-based technique for 

evaluating derivatives of functions given as computer programs for their elimination. 

Automatic Differentiation (AD), also known as algorithmic differentiation, is a family of 

techniques used to obtain the derivative of a function. Functions can be represented as a 

composition of elementary operators whose derivatives are well-known. While partial derivatives 

can be computed through different techniques, the most common is a recursive application of the 

chain rule in the reverse direction, called reverse-mode AD*. 

*Backpropagation refers to the whole process of training an artificial neural network using multiple 

backpropagation steps, each of which computes gradients and uses them to perform a Gradient Descent step. In 

contrast, reverse-mode auto diff is simply a technique used to compute gradients efficiently and it happens to be 

used by backpropagation. 

 

 

 

 

https://github.com/tensorflow/swift/blob/master/docs/AutomaticDifferentiation.md


Solve Chain Rule with Nancy Pi 

http://www.youtube.com/watch?v=H-ybCx8gt-8


Forward Mode vs Reverse Mode AD 
Fundamental to AD is the decomposition of differentials provided by the chain 

rule.  Usually, two distinct modes of AD are presented, forward 

accumulation (or forward mode) and reverse accumulation (or reverse 

mode).   

Forward accumulation specifies that one traverses the chain rule from inside 

to outside. 

Reverse accumulation has the traversal from outside to inside 

The chain rule is symmetric: it doesn’t care what’s in the “numerator” or the 

“denominator”. This is allows for reverse-mode automatic differentiation. 

 

 

 



Forward vs Reverse Mode AD 

Robert Lange 
 

 

https://towardsdatascience.com/@RobertTLange?source=post_page-----8f47351064bf----------------------


Auto Differentiation 

Reverse mode — Derivation of single 

output w.r.t all inputs . 

Forward Mode — Derivation of all 

outputs w.r.t one input . 

Left — Forward Pass Graph (This is 

what we create with TF ) 

Right — Backward Pass Graph (TF 

automatically creates this ) 

 

 



Computational Graph 

A computational graph simply turns 

each operation into a node and 

connects them through lines, called 

edges.  

Next, we need to calculate the 

partial derivatives of each 

connection between operations, 

represented by the edges. These are 

the calculations of the partials of 

each edge 

 

 

TensorFlow uses a dataflow graph to 

represent your computation in 

terms of the dependencies between 

individual operations.  

This leads to a low-level 

programming model in which you 

first define the dataflow graph, then 

create a TensorFlow session to run 

parts of the graph across a set of 

local and remote devices. 

 

 

 

 



TensorFlow 2.0 
Eager Execution 

TensorFlow 1.X requires users to manually stitch together an abstract syntax 

tree (the graph) by making tf.* API calls. It then requires users to manually 

compile the abstract syntax tree by passing a set of output tensors and input 

tensors to a session.run() call. By contrast, TensorFlow 2.0 executes eagerly 

(like Python normally does) and in 2.0, graphs and sessions should feel like 

implementation details. 

 



TensorFlow 2.0 Estimators 
Estimators encapsulate: training, evaluation, prediction & export. 

DNNClassifier: dense, feed-forward neural networks. 

1. Assuming a suitable pre-made Estimator exists, use it to build your first 

model and use its results to establish a baseline. 

2. Build and test your overall pipeline, including the integrity and reliability 

of your data with this pre-made Estimator. 

3. If suitable alternative pre-made Estimators are available, run experiments 

to determine which pre-made Estimator produces the best results. 

4. Possibly, further improve your model by building your own custom 

Estimator. 

 



Swift 4 TensorFlow 
Machine Learning Language 

https://www.tensorflow.org/swift/ 

https://www.tensorflow.org/swift/


Swift is a Machine  
Learning Compiler! 



Swift is a Protocol Oriented Language 
In Swift, protocols contain multiple abstract members. Classes, structs and 

enums can conform to multiple protocols and the conformance relationship 

can be established retroactively with extensions. 

Protocol_oriented_generics.ipynb 

 

 

 

https://developer.apple.com/videos/play/wwdc2015/408/ 

https://docs.swift.org/swift-book/LanguageGuide/Protocols.html
https://github.com/tensorflow/swift/blob/master/docs/site/tutorials/protocol_oriented_generics.ipynb
https://developer.apple.com/videos/play/wwdc2015/408/


Swift for TensorFlow: 2 kinds of users 
Advanced ML researchers who are limited by current ML frameworks. Swift for 

TensorFlow's advantages include a seamless integration with a modern general-purpose language, 

allowing for more dynamic and sophisticated models. Fast abstractions can be developed "in user-

space" (as opposed to in C/C++ aka "framework-space"), resulting in modular APIs that can be easily 

customized. 

ML learners* who are just getting started with machine learning. Thanks to Swift's 

support for quality tooling (e.g. context-aware autocomplete), Swift for TensorFlow can be one of the 

most productive ways to get started learning the fundamentals of machine learning. 

*Everyone at some point 

 



Machine Learning(ML) with No Boundaries 
Fast.ai’s Deep Learning from the Foundations with Swift for TensorFlow 

Three Goals: 

1. Every developer can be a Machine Learning (ML) developer 

2. Every application can benefit from ML 

3. Unify the platform in a fast and friendly platform 

Build general ML functionality into the language and combined with TF 

ecosystem. 

 

 



Modern Machine Learning 
Major Features 

● Automatic Reverse Differentiation (Forward not implemented yet) 

● Define-by-Run design (no sessions required) 

● Swift optimized to include machine learning specific functions 

● Allows Python APIs access in Pythonic way 

● Includes PyValue type for Python’s dynamic system behavior 

 

 



Swift (~0.5) for TensorFlow 



Next-generation 
APIs 

TensorFlow but Better 

New APIs informed by the best 

practices of today, and the 

research directions of tomorrow, 

are both easier to use and more 

powerful. 

Building on TensorFlow, the Swift 

APIs give you transparent access 

to all low-level TensorFlow 

operators. 



Layer Protocol 
public protocol Layer : Module where Self.Input : Differentiable 

A neural network layer. 

Types that conform to Layer represent functions that map inputs to outputs. They may have an internal state represented 

by parameters, such as weight tensors. 

Layer instances define a differentiable callAsFunction(_:) method for mapping inputs to outputs. 

 

 

 

* A generic where clause consists of the where keyword, followed by a comma-separated list of one or more requirements. 

 

https://www.tensorflow.org/swift/api_docs/Protocols/Module.html
https://www.tensorflow.org/swift/api_docs/Protocols/Module.html
https://www.tensorflow.org/swift/api_docs/Protocols/Differentiable.html
https://www.tensorflow.org/swift/api_docs/Protocols/Differentiable.html


Build a Convolutional Neural Network 



Train the model 



Building the Eger Execution 
● Algorithms automatically identify and extract graphs out a program 

are based on static analysis of the code. 

● Look at code “statically” and be able to reliably identify Tensor 

operations and the data flow and control flow dependencies between 

them.  

● In order to achieve the performance of graphs, we need to be able to 

connect together large chunks of tensor code — preferably with the 

same granularity as if you were to manually use an API like the 

TensorFlow session API. 



Why Swifty? TensorFlow 
The core graph program extraction algorithm, automatic differentiation, and Python language 

interoperability features of Swift for TensorFlow can be implemented for other programming 

languages, and we are occasionally asked why we didn’t use some other one for this project. 

● Quickly realized that our core static analysis-based Graph Program Extraction algorithm would 

not work well for Python given its highly dynamic nature. 

● Graph program execution. Swift for TensorFlow provides a define-by-run programming model 

while also providing the full benefit of graphs. 

Many important performance optimizations become possible once the computation is expressed as 

a graph, as does support for accelerator hardware like GPUs and Cloud TPUs, and distribution 

across multiple accelerators. 

https://www.youtube.com/watch?v=HSneJdPkaKk


Graph Program Extraction: a new define-by-run approach 

The most significant challenge is that the programming model must be amenable to reliable static 

analysis, but also allow the use of high-level user-defined abstractions like (layers and estimators) 

Allow users to mix and match tensor computation with host code: this is critical 

for dynamic machine learning models (common in NLP), for reinforcement learning algorithms that 

include simulators, because researchers sometimes want to implement their own Tensor ops 

without writing CUDA code, and because it is nice to be able to just call print to see what your code is 

doing! 

We want a define-by-run model that feels like you’re directly programming 

against a numeric API and the host language (like NumPy), without an explicit graph 

abstraction in the way. We should not put constraints on native control flow, use of native data 

structures like dictionaries, or other things that might feel natural. 

 



Place a Breakpoint Inside TensorFlow! 



WorkFlow 
High-Quality Tooling 

Powerful tools make ML 
Simple 

Building upon Jupyter and LLDB, 

Swift in Colab improves your 

productivity with helpful tooling 

such as context-aware 

autocomplete. 



Prototyping Platforms 
● Command line interpolator 

● Swift Supports prototype platform Jupyter Colabs and Playground 

● Tensor API, Layer API, General Abstractions 

 

 

https://jupyter.org/
https://colab.research.google.com/github/tensorflow/swift/blob/master/docs/site/tutorials/model_training_walkthrough.ipynb


Colabs 

https://github.com/tensorflow/swift/tree/io19/demos


Swift TensorFlow in CoLabs  



Language Interoperability 



Still need Python … for now ... 
NumPy is the fundamental package for scientific computing with Python. It contains among other things: 
● a powerful N-dimensional array object 

● sophisticated (broadcasting) functions 

● useful linear algebra, Fourier transform, and random number capabilities 

Swift → https://github.com/nifty-swift/Nifty 

Pandas (Data Analysis Library) is an open source, BSD-licensed library providing high-

performance, easy-to-use data structures and data analysis tools for the Python programming 

language. 
 
URL = 'https://storage.googleapis.com/applied-dl/heart.csv' 
dataframe = pd.read_csv(URL) 
dataframe.head() 
 

 

 

 

https://github.com/nifty-swift/Nifty
https://github.com/nifty-swift/Nifty
https://github.com/nifty-swift/Nifty


Calling Python 



More than Python 
This feature is accomplished without making Python specific changes to 

the compiler or language - it is completely implemented in the Python.swift 

file. This means that we can use the same techniques to directly integrate with 

other dynamic language runtimes (e.g. Javascript, Ruby, etc) if it becomes 

important in the future.  

 

 

https://github.com/tensorflow/swift/blob/master/docs/PythonInteroperability.md 

 



Colab works in Swift & C / C ++ / Python etc ... 



First-class autodiff 
Calculus is ∫ (Integral) to ML 

 
ML models are just 

mathematical functions 
expressed in code 

 

● Differentiable programming 

gets first-class support in a 

general-purpose 

programming language.  

 

● Take derivatives of any 

function, or make custom 

data structures differentiable 

at your fingertips. 



Differentiating Feature of Swift for TensorFlow 

Swift Differentiable Programming 

Design Overview 

bit.ly/swift-autodiff 

Automatic Differentiation in Swift 

https://github.com/tensorflow/swift/blob/master/docs/AutomaticDifferentiation.md 

https://github.com/tensorflow/swift 

 

http://bit.ly/swift-autodiff
http://bit.ly/swift-autodiff
http://bit.ly/swift-autodiff
https://github.com/tensorflow/swift/blob/master/docs/AutomaticDifferentiation.md
https://github.com/tensorflow/swift


Automatic Differentiation  



Compute Gradients in Tensorflow 



First-class autodiff 
Users can use @differentiable to give any function guaranteed 

differentiability.  

 

 

 

 

 

 

https://github.com/tensorflow/swift/blob/master/docs/AutomaticDifferentiation.md 

https://github.com/tensorflow/swift/blob/master/docs/AutomaticDifferentiation.md


Create a Custom Differentiable Type 



Differentiable Programming  



SwiFlowTensor 



A Little Syntactic Sugar 
A final pertinent aspect of the design of Swift is that much of the Swift 

language is actually implemented in its standard library. "Builtin" types like Int 

and Bool are actually just structs defined in the standard library that wrap 

magic types and operations. As such, sometimes we joke that Swift is just 

"syntactic sugar” for LLVM. This capability is very important to our work 

because the Tensor type in the TensorFlow module is just "syntactic sugar" 

for TensorFlow, and the PyValue type is just “syntactic sugar” for PyObject*! 



Building ML by Thinking in Swift 
● The magic behind this is a compiler transformation that analyzes your 

code and automatically builds the TensorFlow graph and runtime 

calls for you. The nice thing about this is that TensorFlow "just works", and you don’t have 

to think about graphs at all. 

● Swift for TensorFlow has a low-level syntax that gives you direct access to 

any op. 

● Adaptors that handle bridging between the "Swift way of thinking about 

things" and the "TensorFlow way of thinking about things". For example, Swift 

programmers get to think about paddings as a Swift enum, even though TensorFlow takes 

strings. Similarly, strides can be passed as a strongly-typed 4-ary tuple and this code handles 

erasing that type information when passing it to TensorFlow as an array. 



Swift TensorFlow will be Normal Programming 
The most significant unimplemented piece of our compiler and runtime model 

is support for sending and receiving data between co-executing asynchronous 

host and TensorFlow programs. This is an incredibly important part of 

our model that allows you to transparently use host calls (e.g. 

print or Xcode Playground value logging) on Tensor values, and 

intermix host and accelerator code freely. This is a top priority to 

implement in the coming weeks. In the meantime, we have full support for 

arguments and results that are passed and received at the start and end of 

the tensor program. 

 

 

 



TensorFlow is now Swift (fast) 



Core ML & TF Lite no Learning on Device! 



Fits into Ecosystem 



Course 
“Swift for TensorFlow is the first serious effort I’ve seen to incorporate 

differentiable programming deep into the heart of a widely used language 

that is designed from the ground up for performance”. -- Jeremy Howard 

https://medium.com/tensorflow/fast-ais-deep-learning-from-the-foundations-with-swift-for-tensorflow-

3ee7dfb68387 

https://medium.com/tensorflow/fast-ais-deep-learning-from-the-foundations-with-swift-for-tensorflow-3ee7dfb68387
https://medium.com/tensorflow/fast-ais-deep-learning-from-the-foundations-with-swift-for-tensorflow-3ee7dfb68387
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Our Turn 

https://colab.research.google.com/github/tensorflow/swift/blob/master/docs/site/tutorials/model_training_walkthrough.ipynb


Thank You! 
Grab a business card 
🙂  
@biocodes 


