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AI at the Time of Deep Learning 



AI at the Time of Deep Learning 

The three recipients of (1M$) 2018 Turing Award are the 
“fathers” of deep learning. 



It is not worth an intelligent man's time to be in 
the majority. By definition, there are already 

enough people to do that. 

G. H. Hardy 
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Words are the Source of 
Misunderstandings 



In theory, there is no difference between theory 
and practice. In practice, there is. 

Yogy Berra 



What Does “ruffle” Mean? 

RUFFLE 



What Does “ruffle” Mean? 

RUFFLE 



Standard Solutions Won’t Work... 

Learning concepts 
through machine learning 

Learning concepts with 
hand-written rules 



Standard Solutions Won’t Work... 

Learning concepts 
through machine learning 

Learning concepts with 
hand-written rules 

Costly and slow Inefficient and opaque 



The (Long) Tail is Wagging the Dog! 

Learning concepts 
through machine learning 

Inefficient and opaque 

FASHION 

DIY 

SPORT 
APPAREL 



The (Long) Tail is Wagging the Dog! 

Learning concepts 
through machine learning 

Inefficient and opaque 

Top 1% accounts for half the 
counts, with the remaining half 
spread across a great variety of 

lexical expressions. 



Some Learning Cannot be Transferred... 

Learning concepts 
through machine learning 

Inefficient and opaque 

According to Spacy’s, “ruffle” may 
mean any of the following: 

 
dress 
skirt 
gown 
gowns 
skirts 

blouse 
lace 

outfits 



Some Learning Cannot be Transferred... 

Learning concepts 
through machine learning 

Inefficient and opaque 

Lexical learning is too specific to 
take advantage of word2vec trained 

on a general corpus... 
 



People learning new concepts can generalize 
from just a single example, yet ML algorithms 

typically require hundreds of examples to 
perform with similar accuracy. 

M. Lake et al. (2006) 



Learning Words Like Humans Do 

● Two key insights from child psychology: 

 

○ to learn new things, you need to have some prior 

knowledge already; 

○ to learn new things, you need to be actively testing 

hypotheses. 
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IMPOSSIBLE WORLD 
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Learning Words like Humans Do 

RUFFLE 



Bayesian Learning in IR Systems 

● Given a new word w, and set of products P, p1, p2, … pn, 
a meaning hypothesis h for w is a subset of P (intuitively, 
for w=hat, the correct meaning of w is the set of all 
products which are hats in the catalog).  

 
● The goal for the system is to find the h with the highest 

posterior probability hk, given data points X, i.e.   
         

P(hk|X) ∝ P(X|hk) ∗ P(hk) 

 



Bayesian Learning in IR Systems 

PRIOR:  
● A naive idea: any h has prior probability 1/2|P| 

● A better idea: representing the product space 
explicitly through a “knowledge graph” 

 

 

P(X|hk)          *               P(hk) 
 

LIKELIHOOD PRIOR 
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Bayesian Learning in IR Systems 

LIKELIHOOD:  
● “Size principle”: ceteris paribus, smaller hypotheses 

assign greater likelihood to data than bigger ones: 
 

P(X|hk) ∝ [1/ext(hk)]
|X| if X in hk, 0 otherwise 

 

 

P(X|hk)          *               P(hk) 
 

LIKELIHOOD PRIOR 



X (w=bassotto) P(X|dogs) P(X|dachshunds) 

(1/100)1 = 0.01 (1/20)1 = 0.05 

(1/100)3 = 1*10-6 (1/20)3 = 0.000125 

5x 

125x 



Learning Words like Humans Do 



Bayesian Learning in IR Systems 

● How do we pick those three objects in the first place? A 
simple example…. 

 
● Let’s give Rob four coin tosses and ask him to predict 

the next value in the sequence: 
 
H1: Rob’s theory is that the coin is fair  
H2: Rob’s theory is that the coin is biased 

 



Bayesian Learning in IR Systems 

● If I want to learn which h is true, what sequence should I 
give Rob: HHTT or HHHH? 

 

● For the full answer, check out optimal experiment 
design. 

EX 2 

EX 1 

H1 H2 



We can only see a short distance ahead, but 
we can see plenty there that needs to be done. 

Alan Turing 



Thank you! 

Jacopo Tagliabue - jtagliabue@coveo.com 

Lead A.I. Scientist, Coveo 


